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MCMC: Convergence and tuning of IM 
 
Notes from an informal MCMC workshop held at MBARI in 2005 
C. R. Young 
 
Note: Portions of these notes draw heavily upon a course taught by David Draper at UCSC, particularly the 
section on autocorrelation and MCMC learning. I gratefully acknowledge his contribution to my 
understanding of these topics, however, he bears no responsibility for the content of these notes.  

 
Some brief background is given on Markov chains and MCMC methods in 
general in hopes of building some intuition about the behavior of IM’s MCMC 
algorithm. I also give some suggestions on formally and informally monitoring 
convergence with R using the output from MCMCthin. 
 
The companion program/script to these notes are MCMCthin and “Rcode.txt” , 
both written by C. R. Young.  
 
MCMCthin is a simple thinning utility that reads IM surface files. 
 
Rcode is a compilation of R functions that aids in analyzing the output of IM 
filtered through MCMCthin.  This script can be cut and pasted in full into the R 
console and automatically generates various graphical files as well as numerical 
descriptions of the MCMC dataset. 
 
The script performs: 

·  Parameter traces over the length of the chain 
·  Cumulative quantile plots (0.025%, 50%, and 97.5%) 
·  Marginal kernel density estimates (KDEs) 
·  Joint KDEs 
·  2D contour plots of joint KDEs 
·  Summary statistics of marginal distributions (including cross correlations 

and autocorrelations) 
·  Effective sample size estimates 
·  Geweke©s convergence diagnostic 
·  Raftery and Lewis©s diagnostic 
·  Gelman-Rubin diagnostic 
·  Heidelberger-Welch diagnostic 

 
IM is a coalescent-based Bayesian MCMC algorithm that estimates demographic 
population parameters from sequence, microsatellite and HAPSTR data. IM was 
written by R. Nielsen and J. Hey. 
 
R is a free software environment for statistical computing and graphics, and can 
be downloaded from: http://www.r-project.org/ 
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Markov chains and MCMC 
It’s worth understanding a bit about Markov chains. We begin by conceptualizing 

some state space in which a Markov chain resides. This space might be a real number 
line, a two dimensional plane, or perhaps some multidimensional universe consisting of 
genealogies, demographic parameters, mutation scalars, transversion rates, etc.  
 

A Markov chain is a series of stochastic 
events whereby the state of the process at 
the next time step, t+1, depends on: 

1) The current state of the process 
(e.g., contained in a state matrix)  

2) The probability of changing to 
another state in the next time step 
(e.g., defined in a transition matrix).  

Some Markov chains possess a unique 
equilibrium distribution. Informally, this 
means that if we start the chain 
somewhere in the state space and run the 
chain long enough, then the chain will 
settle into an equilibrium distribution that 

does not depend on the initial condition. We say that the chain becomes stationary. 
 

MCMC algorithms are based on the idea that, if we don’ t know how to 
analytically solve for a distribution, say a posterior distribution, then we can at least learn 
about it by constructing a Markov chain whose stationary distribution is the one that we 
are interested in learning about. If we build a Markov chain in the right way (described 
by Metropolis et al. 1953 and others) then we can use MCMC to learn about a 
distribution to arbitrary precision. We can use the residence times of the chain, or the 
amount of time the chain visits some block of state space, to estimate our distribution. 
We can then use simple descriptive statistics (means, SD, correlations, histograms, kernel 
density estimates) to extract any features of the posterior distribution that are desired. 
 
Two important things to remember:  

1) MCMC is a way to do very difficult (impossible?) numerical integration on 
complex problems. 

2) Nothing in this world is free. 
 

Unfortunately, the Metropolis et al. (1953) proof leaves a couple of important 
practical questions unanswered. The proof tells us that the chain will reach a stationary 
state in finite time – not necessarily in a practically useful amount of time. It also says 
nothing about how long we need to let the chain run to achieve our desired amount of 
precision about the locations of parameters. These are the two practical issues that we 
need to address in any MCMC analysis: How long should my burn-in be and how long do 
I run the chain after the burn-in? Both of these issues depend critically on how well the 
chain explores the state space (mixing). It’s worth understanding a bit about mixing and 
how quickly we can expect to learn about our distribution using MCMC. 
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Stationarity 
Reaching stationarity means that the current state of the chain no longer depends on 

the initial conditions of the chain. This property implies that if we start the chain from 
different points in the state space, then we will eventually end up sampling in the same 
place, no matter where we started. MCMC algorithms are guaranteed to reach 
stationarity, but this guarantee says nothing about whether that will occur in your or my 
lifetime. There are a few things that one can do to try to reduce that amount of time and 
be reasonably certain (but not absolutely so) that stationarity has been achieved. An 
unfortunate fact of life is that one can only say for certain that stationarity has not been 
achieved. Apparent stationarity is one of the reasons that nothing in this world is free. 

 
 

One of the easiest ways to determine that stationarity has not 
been achieved is to simply visualize the state of the chain 

through “ time” (iterations, sometimes called generations). One of the options in 
MCMCthin is to add a column in the MCMC dataset (contained in “MCMCdata.out” ) 
that counts the iteration number (after thinning). It can be very informative to plot each 
parameter as a function of iteration number to produce a time ser ies plot. Any graphics 
package will do, I used KaleidaGraph here: 

 
 
Figure 1.  Time series plots of model parameter q as the chain progresses. In plots A and B, iteration zero 
was the initial starting value of q. Neither of these chains has reached stationarity as is evident by their 
trend. In plot C, the burn-in period has been removed, and the chain appears to be stationary. 

 
It is quite evident from Figure 1A and 1B that these chains are not stationary. Both 1A 
and 1B were heavily thinned, but no burn-in period was removed. Both chains quickly 
diverge from their initial values (iteration 1), but then start a gradual trend, presumably 
toward a stationary state. Figure 1C, on the other hand, shows a chain that has had a burn-
in period removed, and no trend is evident. This kind of plot is reassuring, but it does 
NOT definitively tell you that the chain is stationary.  
 

One can also use the statistical package R to generate these plots. If we put the 
outfile generated by MCMCthin in the working directory of R (by default the root 
directory of the installation; on my machine, it is: C:\Program Files\rw2011\), then we 
can use the CODA package in R to generate traces. I will use red and blue courier font 
to distinguish R input and output, as in R.  Lines of input are preceded by “>”  and 
comments by “#”  (R will ignore everything after the # character on a line).  

Diagnostic Plots 
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I will use results from one of my analyses as an example. The surface file originally 
contained about 27 million steps, and I used MCMCthin to sample every 5000 steps for a 
total of 5369 samples after thinning. I recommend shooting for about 5000 samples in 
your thinned output file to keep it manageable. For  reference: the data was a single locus 
sampled from 106 individuals, assumed the HKY substitution model, and used 4 parallel 
chains; this run took about 38 hours on a 2.2GHz AMD Opteron-class chip (248). 
 
We must first load coda and load the MCMC dataset in to memory: 
 
# Load t he coda l i br ar y 
> l i br ar y( coda)   
 
# Cl ear  R’ s memor y 
> r m( l i s t  = l s( al l  = TRUE) )  
 
# Reads our  MCMC dat aset  and assi gns i t  t o MCMCdat a 
> MCMCdat a <-  r ead. t abl e( " MCMCdat a. out " ,  header =TRUE)  
 
Now that we have the MCMC dataset in memory, we need to tell R that it is a mcmc 
object (an object in R has certain properties associated with it, such as: “ this is a time 
series”). 
 
# Fi nd t he number  of  i t er at i ons ( l engt h of  t he mat r i x)  
> si ze = di m( MCMCdat a) [ 1]   
 
# Tur n MCMCdat a i nt o a mcmc obj ect  
> MCMCdat a = mcmc( dat a= MCMCdat a,  st ar t  = 1,  end = s i ze,  t hi n = 1)  
 
# Make a pl ot  of  al l  t he par amet er s i n t he dat aset  
> pl ot ( MCMCdat a,  t r ace = TRUE,  densi t y = FALSE,  smoot h = TRUE,  

aut o. l ayout  = TRUE)  
 
 
 
Figure 2. Time series traces generated by R 
(demographic model assumed to be an island 
model – no qA or t parameters). These plots do 
not seem to have a trend, and are fairly 
reassuring. 
 
 
 
 
 
 
 
 
 
 
 



 5

We may want to visualize the marginal poster ior  distr ibutions, also. It is best to use a 
kernel density estimate of the posterior to smooth the distributions. 
 
# Show me some Ker nel  Densi t y est i mat es f or  t he mar gi nal  post er i or s 
> pl ot ( MCMCdat a,  t r ace = FALSE,  densi t y = TRUE,  smoot h = TRUE)  

 
 
 
Figure 3. Marginal KDE’s. Visualizing the 
KDE’s helps to get a sense of where the 
parameters are in the state space. Remember, 
you need to make sure you’re not truncating 
the posteriors. It also can improve acceptance 
rates to set your priors just outside of the 
region where the posterior reaches 
approximately zero probability. This particular 
run was done to check for prior sensitivity in 
q1, which is why the prior for q1 is so large. 
 
 
 
 
 
 
 

Another informal but useful way to examine trends in the parameters is to create plots of 
cumulative estimates of the quantiles of the distributions as the chain progresses. This 
is fairly easy to do with CODA:  
 
# Make a pl ot  of  al l  t he par amet er s i n t he dat aset  
# Pl ot  t he 0. 025, 0. 5, 0. 975 poi nt s of  t he di st r i but i ons 
> cumupl ot ( MCMCdat a,  pr obs=c( 0. 025, 0. 5, 0. 975) )  

 
 
 
Figure 4.  Cumulative quantile plots for 
the parameters in Fig. 2.  You can expect 
noise at the beginning of the plots, 
however, if trends are evident, you’ve 
got a serious problem. You probably 
want to look at these plots before 
removing a burn-in period from the 
MCMC dataset – i.e., set burn-in to zero 
in MCMCthin – to try to determine a 
reasonable burn-in period. We might 
consider extending our burn-in for this 
run due to the instability of the 0.025 
and the 0.975 estimates. m2 and q2 
might be drifting a bit, so we definitely 
want to repeat this run a couple of times 
to see if we converge to the same general 
area. 
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So far, we’ve looked at some qualitative diagnostics. One quantitative 
diagnostic that tries to identify whether a chain is stationary is Geweke's 

diagnostic (1992). The idea here is that if the chain is stationary, then the means of the 
first, say, 10% of the chain and the last, say, 50% of the chain should be the same. The 
test calculates a z-score for the difference in means between these two parts of the chain. 
We can use CODA to calculate the test for us: 
 
# Comput e a z- scor e f or  each par amet er  f or  t he f i r s t  10% and l ast  50%  
# of  t he chai n,  f r ac1 + f r ac2 must  be <1  
> geweke. di ag( MCMCdat a,  f r ac1=0. 1,  f r ac2=0. 5)  
 
Fr act i on i n 1st  wi ndow = 0. 1 
Fr act i on i n 2nd wi ndow = 0. 5  
 
 
      q1       q2       m1       m2  
- 1. 23157  0. 52706 - 0. 81059 - 0. 05335 

 
Since none of these values are well above or below 2 or -2, we are encouraged.  
 

 
Another diagnostic that might help diagnose problems is 
the Heidelberger  and Welch diagnostic (1983) that uses 

the Cramer-von-Mises statistic to test the null hypothesis of a stationary distribution. 
The test is first applied to the whole chain, then, discarding values at the beginning of the 
chain, reapplied to 90% of the chain, 80%, … , etc. until either the test passes, or 50% of 
the chain has been discarded – an overall failure. 
 
# Tel l  me whet her  t he chai n mi ght  be st at i onar y usi ng H- W 
> hei del . di ag( MCMCdat a,  eps=0. 1,  pval ue=0. 05)  
                                  
   St at i onar i t y  st ar t      p- val ue 
   t est          i t er at i on         
q1 passed       1         0. 665   
q2 passed       1         0. 959   
m1 passed       1         0. 369   
m2 passed       1         0. 793   
                              
   Hal f wi dt h Mean   Hal f wi dt h 
   t est                        
q1 passed    22. 354 0. 6172    
q2 passed     7. 060 0. 2353    
m1 passed     1. 239 0. 0615    
m2 passed     0. 354 0. 0228    

 
Our chain passes muster, here. CODA also computes the half-width test, which tries to 
determine if the chain has been run sufficiently long to achieve a desired level of 
accuracy. This test uses the portion of the chain that passed H-W stationary to compute 

Geweke 

Heidelberger-Welch 
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95% confidence intervals on parameter means. Half of the width of this interval is then 
compared to the mean. If the ratio between the half-width and the mean is lower than 
“eps”  given above, then the test passes.  
 

One thing to remember: Passing an MCMC diagnostic does not guarantee that a 
chain is stationary! We have failed to reject the null hypothesis of stationarity in this case.  
 

The most disturbing possible outcome of any MCMC analysis is being unable to tell 
that the chain isn’ t stationary, which can happen in two ways. The first is if the chain is 
dr ifting slowly towards its stationary distribution so that you can’ t identify the drifting. 
The second is that the chain gets “ stuck”  on a local peak and samples quite happily on 
that peak, but given enough time – sometimes a prohibitively long time – it will jump to 
another peak and maybe explore that one for a while. In either of these cases, you might 
get plots that look a lot like Figures 1C, 2, and 4. You might even pass the quantitative 
diagnostics, so be skeptical! 

 
One approach that attempts to diagnose either of these problems involves running 

multiple chains from different star ting values within the parameter space. If you reach 
apparent stationarity, but your multiple runs appear “stationary”  in different regions of 
the parameter space, then you’ve got one of the above two problems.  
 

 
The Gelman-Rubin diagnostic amounts to an analysis of variance 
among two or (preferably) more chains started from different 

(overdispersed) initial values. The idea here is to search for multimodality in the 
parameter space. If you start the chain from different places in the state space, you may 
find a local peak, and you may not be able to get off of that peak. Hopefully, by running 
multiple chains, you will be able to tell if you’ re getting stuck.  
 
Using the mean of the empirical variance within each chain and the empirical variance 
for all chains combined, The Gelman-Rubin diagnostic calculates a shr ink factor .  
 
Values near one indicate convergence, and values substantially above one indicate a 
problem. 
 
In the following code, we create a mcmc.list object (called MCMCdata) that contains two 
chains started from different places in the state space. The two chains need to be the same 
length. 
 
> MCMCdat a_chai n1 <-  r ead. t abl e( " MCMCdat a_chai n1. out " ,  header =TRUE)  
> MCMCdat a_chai n2 <-  r ead. t abl e( " MCMCdat a_chai n2. out " ,  header =TRUE)  
> s i ze_chai n1 <-  di m( MCMCdat a_chai n1) [ 1]  
> s i ze_chai n2 <-  di m( MCMCdat a_chai n2) [ 1]  
> MCMCdat a_chai n1 <-  mcmc( dat a= MCMCdat a_chai n1,  st ar t  = 1,  end =    
  s i ze_chai n1,  t hi n = 1)  
> MCMCdat a_chai n2 <-  mcmc( dat a= MCMCdat a_chai n2,  st ar t  = 1,  end =  
  s i ze_chai n2,  t hi n = 1)  
> MCMCDat a <-  mcmc. l i s t ( MCMCdat a_chai n1,  MCMCdat a_chai n1)  

Gelman-Rubin 
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> gel man. di ag( MCMCDat a,  conf i dence = 0. 95,  t r ansf or m=FALSE,   
  aut obur ni n=TRUE)  
 
f act or s:  
 
   Poi nt  est .  97. 5% quant i l e 
q1       1. 03           1. 03 
q2       1. 00           1. 00 
m1       1. 00           1. 00 
m2       1. 00           1. 00 
 
Mul t i var i at e psr f  
 
1 
 
The shrink factors are all very close to one, and again we are encouraged. Of course, this 
diagnostic was run with only two chains, and we’d feel much better if we had several 
chains (with several different initial conditions) to compare. 
 
It is also possible that the Gelman-Rubin diagnostic can fail if the shrink factor is close to 
one by random chance. CODA can plot the shrink factors as the chain progresses in an 
attempt to see if the shrink factor is still fluctuating. 
 
> gel man. pl ot ( MCMCDat a,  bi n. wi dt h=10,  max. bi ns=50,  conf i dence=0. 95)  

 
 
Figure 5. Gelman-Rubin shrink factors by 
iteration. The shrink factors are stable, so we 
are further encouraged. 
 
 
 
 
 
 
 
 
 
 
 
 
 

Metropolis coupling (running parallel, heated chains) is one way to try to avoid these 
problems. However, it is still possible to have either problem even with Metropolis 
coupling enabled. You still need to run a reasonable number of different chains from 
different starting values to convince yourself that you are indeed reaching stationarity. 
You will still never really know if you have. You have to use your judgment to determine 
whether or not you’ve searched enough to be reasonably certain that the chain is 
behaving properly. Nothing in this world is free. 
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Convergence 
Let’s assume that we’ve convinced ourselves that our chain is stationary after a bit of 

sampling. The next question we need to ask ourselves is how long we need to run the 
chain to get “good” estimates of the parameters. Good will depend on the objectives of 
your study. Do you need to estimate theta to the fifth decimal place? Probably not (I hope 
not – you will be waiting a long time). This sort of precision is arguably not biologically 
relevant. You need to decide, hopefully independent of the sluggishness of the analysis, 
what precision you are after. Once you decide this, you can get a rough idea of how long 
to run the chain. To gain a little intuition about run length, we need to contrast the speed 
of Monte Car lo learning with the speed of MCMC learning. 

 
Say that we already know the form of a particular distribution – the Normal 

distribution for example. If we wanted to learn about the mean of this distribution, we 
could draw from the Normal in a Monte Car lo fashion: independent and identically 
distributed (IID) draws. We would learn about the mean, m, at a rate that is determined by 
the standard deviation (SD), s, and the number of samples that we draw, m: 

m
SE

s
m

ˆ
)ˆ( =     (1) 

Now, MCMC draws are not independent, so we would expect to learn about the 
parameters a bit more slowly. The question is: how much slower?  
 

 
Thinking of our MCMC draws as a time series: 
since a draw from time step t is dependent on the 

state of the chain at time t-1, we would expect our draws to be autocorrelated. The 
behavior of time series (particularly MCMC samplers) is often an autoregressive process. 
An autoregressive process of order p (ARp) is: 

tptptt eqaqaq +++= -- ...11    (2) 

where et  is a white noise (random, IID) process with mean 0 and variance s2. This model 
is sort of like a multiple regression model, but the current value of the parameter, qt, is 
being predicted by previous values of that parameter in the chain at step t-p (hence the 
term autoregressive). So, each term involving q in Eq. 2 bumps our expectation of qt up 
or down a bit (according to ap and qt-p). The final term, et, tells us something about how 
uncertain we are about qt around this expectation. 
 

It is useful to examine the autocorrelation of the MCMC sampler. Two functions will 
help us understand how the sampler is behaving: the autocorrelation function (ACF) 
and the partial autocorrelation function (PACF). The ACF simply measures the 
autocorrelation between qt and qt+p at lag p. The PACF measures the excess correlation 
between qt and qt+k not accounted for by the autocorrelations r 1, …., r k-1 and helps to 
diagnose the order , p, of an ARp process.  

 
If qt is ARp, then the PACF at lags up to p will be significantly different than zero 

(the first p terms in Eq. 2 are important), but will be about zero at lags greater than p 
(terms after that don’ t tell us much about qt).  

Autocorrelation and learning 
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Now, if the chain is behaving as an AR1 process (i.e., only the first term in Eq. 2 

helps us to predict what qt is), then we learn about the mean of our parameter more 
slowly than if we could draw in an IID (Monte Carlo) fashion: 

T
m

SE £
-
+

=
1

1

ˆ1

ˆ1ˆ
)ˆ(

r
rs

q     (3) 

If T is some tolerance that we’ re happy with, we can rearrange Eq. 3 to find the number 
of samples that we need to achieve happiness: 
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T
m      (4) 

The term in parentheses in Eq. 4 involving the first-order  autocorrelations (r 1) tells us 
how much more sampling that we will need to perform to achieve comparable accuracy 
in the estimate (mean) of our parameter, compared to IID sampling (Eq. 1). So we may 
think of this term as the sample size inflation factor  (SSIF), which is a multiple of IID 
sampling. A SSIF of 10 means that we need to sample ten times more to achieve T. 
 
 

 
 
Figure 6. SSIF for an AR1 process. As the 
autocorrelation of the process climbs above 0.9, our 
learning about the parameter  slows down 
dramatically. At r 1 = 0.99, SSIF = 199! 
 
 
 
 
 
 
 

 
 
Figure 6 also demonstrates the importance of tuning the MCMC algorithm well. For 
instance, if r 1 = 0.99, then you will need to sample about 10 times longer than if r 1 = 
0.90. It is well wor th your  time to tune the algorithm properly, even if you can only get 
the autocorrelations to drop from say, 0.98 (SSIF = 99) to 0.85 (SSIF = 12), you’ve saved 
yourself a lot of sampling. 
 
We can use R to get an idea of how our chain is behaving, and IM has some convergence 
diagnostics built in that can be useful, too. The traces that we generated earlier might give 
us a general idea about the stickiness of the chain, but we’d like some numbers. The first 
thing that we’d like to know is how autocorrelated our samples are. IM outputs a table of 
autocorrelations. Before thinning, IM told me that the autocorrelations were: 
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st ep  q1    q2    m1    m2   
1  0. 9194 0. 9238 0. 9608 0. 9614 
10  0. 7613 0. 7105 0. 7904 0. 749 
50  0. 7121 0. 6436 0. 7147 0. 6545 
100  0. 7012 0. 6071 0. 7103 0. 6227 
500  0. 6497 0. 5401 0. 6627 0. 5193 
1000  0. 5977 0. 4771 0. 6195 0. 4564 
5000  0. 3908 0. 2852 0. 4515 0. 2368 
10000  0. 2771 0. 2011 0. 3439 0. 1435 
50000  0. 075  0. 0368 0. 1132 0. 0468 
100000 0. 0021 0. 0245 0. 0317 0. 0017 
500000 0. 024  - 0. 0092 0. 0173 - 0. 0099 
1000000 - 0. 0115 - 0. 0218 - 0. 0169 0. 0068 
ESS  1053  1552  582  1773 
 
 
We can also take a look at the autocorrelations of the thinned MCMC dataset using R: 
 
# Gi ve me a t abl e of  aut ocor r el at i ons f or  sever al  l ags ( p)  
> aut ocor r . di ag( MCMCdat a,  l ags = c( 0,  1,  5,  10,  50,  100,  500,  1000,   

5000) ,  r el at i ve=TRUE)  
 
              q1           q2            m1            m2 
Lag 0     1. 000000000  1. 000000000  1. 0000000000  1. 0000000000 
Lag 1     0. 397821278  0. 284293786  0. 4422939999  0. 2605196050 
Lag 5     0. 143696645  0. 089905951  0. 1860863730  0. 0558843721 
Lag 10    0. 084261125  0. 040329030  0. 1217397496  0. 0655262617 
Lag 50    0. 003524548 - 0. 006664394  0. 0160810559 - 0. 0169047400 
Lag 100   0. 015879631 - 0. 019167769  0. 0083592285 - 0. 0147228438 
Lag 500   0. 004409710 - 0. 016221730 - 0. 0077637478  0. 0002168230 
Lag 1000  0. 015969430 - 0. 008081129 - 0. 0115376156 - 0. 0015102046 
Lag 5000 - 0. 008943224 - 0. 010534351 - 0. 0008123232  0. 0011297241 
 
I used a thinning interval of 5000 with MCMCthin to generate the file used in the CODA 
examples. So lag 1 in the CODA table above really refers to every 5000th sample in the 
chain (e.g., compare the 5000th step in the IM table above to Lag 1 in the CODA output). 
You can see that the parameters are still significantly autocorrelated, but are much less so 
than before I thinned.   
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It can also help to visualize the autocorrelation function: 
 
# Pl ot  t he aut ocor r el at i ons f or  l ags up t o 50 f or  al l  par amet er s  
> aut ocor r . pl ot ( MCMCdat a,  50,  aut o. l ayout  = TRUE)  

 
 
 
Figure 7. ACF plots. If the chain is AR1, we’d 
expect to see a ski-slope shape (geometric decay). 
You can see a few odd humps, which suggests that 
the process is behaving as a higher order 
autoregressive process. 
 
 
 
 
 
 
 
 
 
 
 

These ACF’s look pretty good. We want to diagnose the behavior of the chain, so that we 
know whether we are learning more slowly than Eq. 3 would suggest. We can do that by 
visualizing the partial autocorrelation plots: 
 
# Pl ot  t he par t i al  aut ocor r el at i ons f or  l ags up t o 20 f or  al l   
# par amet er s 
> pacf ( MCMCdat a,  l ag. max = 20,  pl ot =TRUE)  

 
 
 
Figure 7.  PACF plots. CODA generates cross-
correlations also, and we are going to ignore 
those. The blue dashed lines are significance 
boundaries. We can see that the chain is 
behaving as AR2 or AR3, so Eq. 3 is a bit of an 
overestimate of our rate of learning. These 
partial correlations are not too bad, though. 
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So, we can’ t use Eq. 3 (except as a rough approximation) to determine our 
uncertainty, but fortunately, both IM and CODA can help us out by giving us estimates of 
the effective sample size (ESS) of our chain. In other words, taking into account the 
autocorrelation in our dataset, our uncertainty about the mean of our posteriors is about 
the same as if we drew from that distribution, in an IID fashion, ESS number of times. 
We’ve already seen IM’s estimates of ESS’s. To use CODA to find the ESS: 
 
# Tel l  me what  t he ef f ect i ve sampl e s i ze i s  f or  al l  par amet er s 
> ef f ect i veSi ze( MCMCdat a)  
 
       q1        q2        m1        m2  
 995. 0598 1495. 4070  758. 3176 1791. 4473 
 
You’ ll notice that these are fairly similar numbers to the ones IM generates. So even 
though we have 3.5 orders of magnitude fewer draws in the thinned dataset, the draws 
that we threw out didn’ t help us learn much at all about the posterior distributions. With 
each new MCMC draw, we receive a little new information and a lot of old information. 
With very high autocorrelations, we receive a very tiny amount of new information. 
 

Now, if we knew the standard deviation of our estimates, then we could get some 
idea about our uncertainty of the mean of the posterior distributions based on these 
effective sample sizes (from Eq. 1). This will let us know how close we are to our desired 
precision targets. We can easily do that with CODA: 
 
# Gi ve me a f ew summar y st at i s t i cs f or  t he par amet er s 
> summar y( MCMCdat a,  quant i l es = c( 0. 025,  0. 25,  0. 5,  0. 75,  0. 975) )  
 
I t er at i ons = 1: 5369 
Thi nni ng i nt er val  = 1  
Number  of  chai ns = 1  
Sampl e s i ze per  chai n = 5369  
 
1.  Empi r i cal  mean and st andar d devi at i on f or  each var i abl e,  
   pl us st andar d er r or  of  t he mean:  
 
      Mean      SD Nai ve SE Ti me- ser i es SE 
q1 22. 3542 10. 3477  0. 14122        0. 31488 
q2  7. 0598  3. 9556  0. 05398        0. 12006 
m1  1. 2386  0. 7649  0. 01044        0. 03139 
m2  0. 3539  0. 4755  0. 00649        0. 01166 
 
2.  Quant i l es f or  each var i abl e:  
 
      2. 5%     25%    50%     75%  97. 5% 
q1 9. 26654 15. 6538 20. 343 26. 5967 46. 771 
q2 2. 10838  4. 2653  6. 138  8. 8013 17. 206 
m1 0. 21536  0. 7019  1. 093  1. 6232  3. 213 
m2 0. 00734  0. 0783  0. 200  0. 4385  1. 620 
 
In fact, CODA goes ahead and computes an estimate of the standard error  around the 
posterior means. Here, the Naïve SE refers to what you might think your uncertainty 
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would be if you didn’ t correct for autocorrelation (m = 5369). The Time-series SE is what 
you want (m �  ESS). R even gives you a nice table of quantiles. 
 

 
We can use Raftery and Lewis's diagnostic to estimate how 
long our chain needs to run in order to estimate quantiles 

within a specified accuracy with some specified probability: 
 
# Tel l  me how l ong t hat  I  need t o r un t he chai n t o achi eve my st at ed  
# accur acy i n est i mat es of  t he par amet er s 
> di ag( MCMCdat a,  q=0. 05,  r =0. 01,  s=0. 95,  conver ge. eps=0. 001)  
 
Quant i l e ( q)  = 0. 05 
Accur acy ( r )  = +/ -  0. 01 
Pr obabi l i t y  ( s)  = 0. 95  
                                           
    Bur n- i n  Tot al  Lower  bound  Dependence 
    ( M)       ( N)    ( Nmi n)        f act or  ( I )  
 q1 10       6204  1825         3. 400      
 q2 8        4878  1825         2. 670      
 m1 8        4928  1825         2. 700      
 m2 2        1796  1825         0. 984      
 
> r af t er y. di ag( MCMCdat a,  q=0. 50,  r =0. 025,  s=0. 95,  conver ge. eps=0. 001)  
 
Quant i l e ( q)  = 0. 5 
Accur acy ( r )  = +/ -  0. 025 
Pr obabi l i t y  ( s)  = 0. 95  
                                           
    Bur n- i n  Tot al  Lower  bound  Dependence 
    ( M)       ( N)    ( Nmi n)        f act or  ( I )  
 q1 8        4392  1537         2. 86       
 q2 9        5718  1537         3. 72       
 m1 8        4340  1537         2. 82       
 m2 3        1786  1537         1. 16      
 
> r af t er y. di ag( MCMCdat a,  q=0. 95,  r =0. 01,  s=0. 95,  conver ge. eps=0. 001)  
 
Quant i l e ( q)  = 0. 95 
Accur acy ( r )  = +/ -  0. 01 
Pr obabi l i t y  ( s)  = 0. 95  
                                           
    Bur n- i n  Tot al  Lower  bound  Dependence 
    ( M)       ( N)    ( Nmi n)        f act or  ( I )  
 q1 12       7230  1825         3. 96       
 q2 3        2036  1825         1. 12       
 m1 12       5984  1825         3. 28       
 m2 4        2443  1825         1. 34       
 

The total length estimate is the suggested length to run the chain for the desired 
level of accuracy. These length estimates refer to the thinned data, so we would need 
about 36 million steps total to reach these levels of uncertainty about the 95% points of 
the distribution of q1. The lower bound tells you how many samples that you’d need if 
the chain were IID instead of autocorrelated. The dependence factor  tells you if you 

Rafer ty-Lewis 
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have a particularly bad problem with mixing. Values above about 5 or so are problematic, 
and values around 1 or so indicate good mixing. The diagnostic also attempts to suggest 
a burn-in, which we’ve already taken care of, here. This diagnostic will return an error if 
you haven’ t sampled enough for it to compute the N’s. It will tell you, though, the 
minimum sample size that you need to run the diagnostic if this happens. 
 
 
Tuning IM  
 

There are several ways to reduce autocorrelation in IM. The first is to run multiple 
chains. Parallel chains improve mixing, and can substantially reduce autocorrelations. As 
mentioned above, they can also reduce the likelihood of getting stuck in part of the 
parameter space. The second way to improve mixing is to increase the number of swap 
attempts between chains (-k option). The third is to modify the proposal distribution, 
which in IM, is limited to the time since population splitting parameter, t. Other proposal 
distributions (demographic) are determined by the size of the priors that you specify. In 
my experience, if your max values (priors) are far away from the data (likelihood), then 
many proposed moves get rejected, and the acceptance rate will drop causing an increase 
in autocorrelation. Other proposal distributions (e.g., genealogy, kappa, mutation scalars, 
etc.) you have no control over. 
 
• Several parallel chains with different heating 
• Heating affects the height of the likelihood 

–Reduces severity of valleys in multimodal parameter spaces  
–Allows the chain to move through these valleys 

• Chains exchange states using Metropolis ratio 
–Chains with similar heating exchange more often 
–Need to adjust number of chains and heating scheme 

• Temperature of hottest chain necessary for convergence depends on the data 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Heating functions: 

Chain Heating Prob. Dist. 
0 1� � ��(Q, G | Y) 1.0 
1 0.9� � ��(Q, G | Y) 0.9 

2 0.8� � ��(Q, G | Y) 0.8 
3 0.6� � ��(Q, G | Y) 0.6 



 16

• Linear 
• Two-step 
• Two-step adaptive (not for primary run!) 
• Geometric 
 

Linear : 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Twostep: 
 
 
 
 
 
 
 
bbbbi 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Default: 
g1=0.05 

g1=0.01

g1=0.1

bbbbi

bbbbi Default: g1=0.05, 
g2=2 

g1=0.1, g2=2

g1=0.01, g2=2
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Geometr ic: 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

bbbbi

Default: g1=0.05, 
g2=2 

g1=0.05, g2=1

g1=0.05, g2=3

� � � �� � �

bbbbi

Default: g1=0.8, 
g2=0.9 

 i=6 

i=8

i=10

� 	 
 � �� �
 	 �� � �
 � � � 	 � �� � �

Default: g1=0.8, 
g2=0.9 

g1=0.7, g2=0.9

g1=0.9, g2=0.9

� � �� � 	 � � 	 	 �� � �

Default: g1=0.8, 
g2=0.9 

g1=0.8, g2=0.95

g1=0.8, g2=0.85

� � �� � � � �� � � �



 18

•What is a good level of heating? 
– Depends on the data 
– 0.7-0.8 seem to work OK for my data (maybe not yours) 

•A single locus will probably be OK with few chains (say, 4) 
•Multiple loci probably require many chains (>10) 
•If you can, get to 0.7-0.8 with few chains�
To tune: 
1.Do a preliminary run with max heating around 0.7-0.8 (lower is better) 
2.Find the temperature of the chain where swap rates become poor (e.g., <10%) 
3.Find the maximum slope of the heating function before this point 
4.Adjust the heating function until the slope does not exceed that of good swap rates 

•May need to change heating function 
•May need more chains 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Other  strategies: 
• Make sure priors are near data 

–But truncation 
• Apparent prior insensitivity 
• Do prior sensitivity analysis if you can… 

–Is median / C.I. sensitive to prior? 
 
 
 
 
 
 
 
Parallelization: 
•When you feel like you have a good search strategy 
•Run IM on multiple machines using same parameters 
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•Use MCMCthin on the different runs 
•Name each “MCMCdata.out”  file as  

–“MCMCdata_chain1.out”  
–“MCMCdata_chain2.out”  
–etc… 

•Alter the Rcode script to read more than one file (Gelman-Rubin section) 
•Compute summary stats, etc. just as you did before 
 
 
 
 
 
 
 
 
 
 
 
 
 
Summary of tuning: 
•Use MCMCthin and Rcode to determine behavior of MCMC algorithm 
•Look at:  

–Histograms 
–Traces 
–Autocorrelation 
–Convergence diagnostics 

•Decide what to do 
–Change priors (but don’ t truncate) 
–Alter MC3 

• Heating strategy 
• Increase # of chains 
• Alter parameters 

–Update interval for t 
•If you get a “good” run 

–Repeat with the same search strategy 
–Repeat… 
–Until you get the sense that the algorithm is behaving 

FINAL WARNING: Passing an/all MCMC diagnostic(s) does not guarantee that a 
chain is stationary! 

> MCMCdat a_chai n1 <-  r ead. t abl e( " MCMCdat a_chai n1. out " ,  header =TRUE)  
> MCMCdat a_chai n2 <-  r ead. t abl e( " MCMCdat a_chai n2. out " ,  header =TRUE)  
> s i ze_chai n1 <-  di m( MCMCdat a_chai n1) [ 1]  
> s i ze_chai n2 <-  di m( MCMCdat a_chai n2) [ 1]  
> MCMCdat a_chai n1 <-  mcmc( dat a= MCMCdat a_chai n1,  st ar t  = 1,  end =    
  s i ze_chai n1,  t hi n = 1)  
> MCMCdat a_chai n2 <-  mcmc( dat a= MCMCdat a_chai n2,  st ar t  = 1,  end =  
  s i ze_chai n2,  t hi n = 1)  
> MCMCDat a <-  mcmc. l i s t ( MCMCdat a_chai n1,  MCMCdat a_chai n1)  


